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Introduction 
Transcript of the JeeWiz demonstration and talk given at OOPSLA 2004, 27th and 28th October, 2004 

 

Hello.  I'm Matthew Fowler, representing New Technology/enterprise (NT/e).  NT/e was formed in 1996.  
The name was a pun: our original special expertise was in building large, distributed enterprise systems on 
Windows NT; but in the back of our minds was the desire to operate at the high-tech end of the spectrum, 
where we could select and specialise in new software technology - a reproducible business model in the longer 
term. 

In 1998 we took a strategic bet on our first new technology - server-side Java.  This led to relationships with 
large end-users and becoming a partner for BEA, supporting the WebLogic Application Servers.  We have 
advised some of the top international consultancies, and participated at all stages (from architecture to trouble-
shooting deployments) in many of the largest roll-outs of J2EE-based systems in the UK. 

 

In 2001, we had a request from a customer to help get his customers get their J2EE architectures right - bad 
design was leading to roll-outs being stopped, and loss of revenue for our customer.  The original thought was 
to do an architecture master-class; it eventually turned into a product called JeeWiz, which in the early days 
was a simple architecture generator. 

So what happened in the last 3 years to get me talking about "meta-programming for the real world"?  It has 
been a long and winding road, where we have generated a wide range of systems.  Along the way we have 
introduced some techniques to help us implement very complex 'transformations', and as a result largely 
rewritten our transformations a number of times to use more powerful underlying features. 

With JeeWiz we generate nearly-complete web applications systems from models (or specifications).  In 
simple terms, what this amounts to is automating an awful lot of a current-day programmer's activities.  The 
process of building the generators is what we call "meta-programming".  So one aspect of the word 'meta-
programming' is that we are doing the programmer's job, but one level up.  The other particular reason for 
emphasising this word is that the key part of it - where the effort and value lies - is very much like normal 
programming - so we are embedding programming in programs. 

Switching to the "real world" part of the title: we are a commercial company and have to deliver products that 
solve our customers' problems today.  JeeWiz is a disruptive technology - it changes the game - so we have 
paid attention to:  
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·  Reducing the net cost of change.   
 
We allow modellers to model with their existing modelling tools: we don't have our own modelling 
environment.  They may have to learn some higher-level concepts, but we base those on a business 
analyst's vocabulary to reduce the learning curve. 
 
Similarly, application programmers work in their favourite OO language, be it Java or C# (and C++ is 
a possibility).  We reduce the technology content of an application programmer's job: he shouldn't 
know whether his business logic is embedded in an EJB or JDO or POJO environment.  Hopefully the 
cost of the analyst learning a new vocabulary will be more than offset by the reduced training required 
for the application programmer. 
 
If you're an infrastructure programmer and interested in meta-programming, we use standards like 
Java, XML and Ant.  We also use a scripting language called Velocity that is not as ubiquitous as 
XML, Java or Ant, but that some of you may have come across.  Like most scripting languages 
Velocity can be understood in an hour or two, so the barrier to entry in low.   
 
But we're not trying to kid you ... becoming a meta-programmer in JeeWiz is a bit like skiing.  You 
can enjoy the baby slopes on day 1, but becoming an expert takes a little longer. 

·  Maximising benefits.   As you will see, often where there is a trade-off in benefits between 
approaches - what you gain on the swings you lose on the roundabouts - JeeWiz delivers benefits 
across the spectrum: 

�  RAD development or creating fully-specified system - JeeWiz makes this an incremental, no-loss 
process 

�  allowing designs to span variant technologies (like J2EE or C#) or conventions (the customer's or 
ours) 

�  faster development and increased productivity in the maintenance phase - JeeWiz does both. 

 

 

In a typical application development group, there are three roles involved with JeeWiz: 

1. The business analyst, business modeller or what have you, works with the customer to understand the 
business requirements and express those in the local modelling system.  This is commonly called a 
'model' - we often use the term 'specification' in preference to emphasise that it determines the 
generated code - it is not a sketch. 

2. The meta-programmer is responsible for the meta-programs that convert these into the target system.  
As we mentioned earlier, in a .NET or J2EE generation the target system consists of the application 
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framework in Java or C#, plus the IDE project, for the application programmer to work in, and build 
jobs to create the application and deploy it. 

3. Usually we allow space for business logic within the generated framework.  While we are generating 
more and more code automatically, there will always be business logic where the most appropriate 
representation is a 3GL.  With our current transforms, the 3GL can be Java or C#; but this is not 
fundamental to the product.  You could use C++ in some other architecture for example: you [just] 
have to write the meta-programs to create a C++ application framework. 

Where we are transforming data (for example, transforming UML into a Web Service specification), there is 
no business analyst or application programmer.   

 

So, to finish off our introduction:  the JeeWiz product has two levels.   

The first level is the framework for writing meta-programs.  It can handle different targets - J2EE, .NET, 
XML generation.  So it is universal, in the sense that it can take a model of any system in XML and convert it 
into arbitrarily-complex output, including complete software systems. 

The second level is some working small and large-scale 'examples' that produce usable systems.  In the past 
we have worked with .NET, but our main thrust today is J2EE and its associated technologies, for business 
application programming.  Maybe we should call these systems 'exemplars' or 'instances' rather than 
'examples': they have taken many man-years work to construct, they are hardly the ten-line examples typically 
provided in technical products. 

Taking into account the ability to handle variability that we mentioned before, another way of looking at 
JeeWiz is that it is a framework for building software factories, in a very similar way that design-driven 
manufacturing plants work.  Using designs for physical parts, they manufacture and assemble them into 
products like cars.  Using designs for software, JeeWiz manufactures software artefacts and assembles them 
into application frameworks. 

At this point, at least half of you are thinking "This has been tried a million times before, didn't work then ... 
so it probably won't work now."  The second part of this talk will describe a couple of the main innovations in 
JeeWiz that make it work. 
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For the first demonstration, I'm going to take a trivial specification in XML and build it on JBoss and .NET.  
This is the RAD end of the specification spectrum - minimal detail; later on we'll get to the highly-specified 
end. 

We are taking a Simple application with one entity and turning into a database table maintenance application 
for the entity.  The build job I'm going to run builds the .NET version first, then J2EE for JBoss.  This 
produces a very simple CRUD (create/read/update/delete) data maintenance framework, with menu, page 
sequences, and access through to the database.  The details behind how this happens I'll get to later: basically 
we have a series of patterns that convert the entity into the data-view, then convert that into a session bean or 
boundary object, which finally produces the presentation, navigation and content on the pages shown here. 

The following pages show the first three steps to create a 'Simple' record, in .NET first: 

__________________________________________________________________________ 

1. Show the data maintenance menu: 

 

__________________________________________________________________________ 

2. Transition to the 'Simple' Entity Maintenance: 
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__________________________________________________________________________ 

3. Input new information and create: 

 

__________________________________________________________________________ 

And now in J2EE: 

__________________________________________________________________________ 

1. Show the data maintenance menu: 

 

__________________________________________________________________________ 

2. Transition to the 'Simple' Entity Maintenance: 
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__________________________________________________________________________ 

3. Input new information and create: 

 

__________________________________________________________________________ 

 

Although this is not a serious application, it does show that from one specification we can generate different 
language systems, architectures and looks.  It is not apparent here, but the implementation also generates 
typical features of large-scale architectures - factories for data access objects, delegates to hide the particular 
object location scheme used, interfaces to define services, data transfer objects and so on. 
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A bit more detail on the deployment architectures.  At the user interface, we produce HTML, using ASP.NET 
on IIS for .NET, and using JSPs on the J2EE architecture.  Data holding and navigation are controlled by 
code-behind classes on .NET and via Struts on J2EE.  The service interface is implemented by local 
'boundary' classes on .NET and by session EJBs on .NET, with attached logical data structures which in both 
environments are implemented by normal classes.  Persistence in .NET is 'hand-written'; in J2EE it uses the 
EJB2 container-managed persistence. 

 

Although the deployments are quite different, they share the same logical architecture, which is becoming the 
standard for web applications.  The 'data-view' is the only non-standard term, but has a place in most corporate 
architectures under various names: it is a logical view of the persisted data or the incoming data for a service 
operation, but presented in a format appropriate to current operation.  The data-view is similar in concept to 
the Service Data Object from BEA/IBM; by using data-view relations in the same way as entity relations, it 
can represent information on a screen page, an XML document or a view of related entities.  

In both architectures, the logical data layer handles the construction of queries across a collection of entities; it 
can hold onto summary information for the selection display, and then display the full information when a 
particular view is used. 

 

 

The single specification file of 9 lines produces 30 artefacts (by which I mean files that would normally have 
to be handwritten); after running the build in Visual Studio, there are 120 files in total - but this includes gifs 
as well as object files.  In the J2EE system there are 53 artefacts and 215 files in total. 

None of the code in this demonstration was handwritten. 
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I don't have enough time to do this demonstration live so we'll leave it as a 'gedanken' demonstration: I'll just 
show the result.  This demo (1) transforms the XML specification of the previous example into Rational Rose 
XMI (2) merges it with an existing model. 

The importance of this demonstration for us is the agility it gives us in absorbing or generating various 
formats of XMI, XML or other input formats.   

This is necessary for JeeWiz as a product, because it is positioned between design tools and IDEs: to cover 
customer-specific design variants, we need to be able to transform input formats into the JeeWiz format as fast 
as possible.  The many XMI versions, and the interpretation by various design tools, make this a big issue; 
using JeeWiz to do the transforms reduces it to a line-item in a project, rather than becoming a project in its 
own right. 

We used to use XSL-T for this sort of job.  We had a range of 3000-line XSL-T scripts that started taking 10 
minutes to run on moderate-sized models, even after the first round of optimisation.  Eventually, we decided 
to bite the bullet and build the transforms directly in JeeWiz.  This reduced the size of the transform by a 
factor of 8 (to 375 lines) and speeded it up 120 times (to 5 seconds).   

This is a typical example of where the programming (functional) approach was more powerful than the 
declarative approach used by XSL-T.  Based on this experience, we now tend to use JeeWiz ways of 
expressing the transforms for input sources into JeeWiz format; it has proven itself as a powerful tool for 
transforming XML-based design information.  This approach has broadened to encompass any transform 
where both sides are XML-based:  the various features in JeeWiz make the process quicker to program and 
quicker to run. 

 

This demonstration we can't skip because it shows the full power of JeeWiz!   
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Two years ago we were doing the first demonstration based on modelling J2EE EJBs, with a fairly rigid set of 
templates to turn the entities into data maintenance applications.   

The reality is for most applications the backend tier is simple boilerplate that constitutes about 20% of an 
application's code and cost.  The bulk of the cost is in mapping the front-end (UI - user interface) development 
to the back-end, and the patterns involved in that.   

Now the front-end is complicated, because it must integrate many elements at once: 

- visualisation for the user (look), including the various page styles and relationships 
- corporate standards for page layout (feel) 
- application 'workflow'  (navigation) 
- interactions with the service tier 
- incorporation of use-case-specific data structures 
- mapping from use-case information to physical (database) information 
- incorporation of business logic for the various environments 
- and let's not forget: language and naming convention issues. 

JeeWiz can do this, but we haven't come across another generation system that can, we suspect because of the 
complexity involved.   

So I'm going to take a three-tier model expressed in UML (Rational Rose) and convert it into a J2EE 
application (running on JBoss).  This is moving from RAD to a more complete specification - we are taking 
care over how pages are rendered and the links into the code.  To do this, we need more information than is 
present as standard in UML, so we use the profile extension mechanism to add additional stereotypes and 
related tagged values. 

Below is a part of the model for this demonstration, which is an issue management application - logging, 
assigning, fixing and closing issues in our products.  In the model, we have <<entity>>, <<data-view>> and 
<<page>> stereotypes.  There are six entities, all of which are shown.  There are 12 data-views, three of which 
are shown here.  Finally, there are 12 usable pages presented to the user.  We show the 'log' page, and follow 
that through to its data-views and entities. 
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Here is a detail of the 'JeeWiz page' stereotype and its tagged values (page properties) and the generated page: 

 

 

The detail of the log page shows the following properties (there are 21 such properties in total): 

template  By default, templates use a linear layout strategy.  To use another strategy, the 
modeller specifies an appropriate template. 

text  A description of the page; before the page is written, could be the requirement spec. 

title  The descriptive name for the page to be used as a header. 

container  Which pages contains this one.  This builds a hierarchical tree of pages which can be 
used to guide the layout of menus and other links. 

data-view  The name of the data-view that defines the data to be shown on this page.  As shown 
in the model diagram, this can be linked to other data-views, effectively producing a 
tree structure, and also to its underlying entity. 

generate-page  This is a flag to tell JeeWiz whether or not to generate the page.  When set false, it 
allows pages created elsewhere to be used alongside generated pages. 

link-caption This is the caption put on links to this page (e.g. from the LHS menu). 

style  A style is a hint to the template to generate a certain type of page.  This page has 
two styles: 'create' uses the creation style of page with no pre-existing record (as 
opposed to 'pick', which will generate code to identify one or more existing records); 
and 'lhs-menu' says this page should be entered into the left-hand-side menu, 
because it is the start of a sequence of pages.  Other objects have different styles: for 
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example, associations to other data-views can be 'drop-down', 'contained' and 'grid' 
amongst others, which will determine how the other data-view is displayed. 

hide-when-block, roles-allowed, roles-blocked 
The properties define authorisation to use the page.  Roles can be explicitly allowed 
to see the page, or explicitly blocked from seeing a page; when a user is blocked 
from seeing a page, the link can be hidden. 

The point I would like to stress is that these are 'logical-level' - i.e. platform-independent.  There is nothing 
about Struts or ASP.NET or code-behind that can be specified; these are all concepts that a business analyst 
should be comfortable with.  Some commentators about MDA have criticised it because they felt that you 
couldn't construct real systems from logical models: we have shown with JeeWiz you definitely can - but you 
need to have a rich model, with less low-level information and more high-level information to guide the 
generation process. 

Let's follow some of the links from this page to see how they are represented: 

·  There is an association to the LogDV data-view, which represents the logical information to be shown 
by this screen - every page that shows information needs one.  The values in a data-view can be linked 
to corresponding attributes in a backing entity, which is what the dependency line is showing: the 
backing entity for LogDV is 'Issue'.  The data-view is a logical view, so we can also have fields that 
are not related to the backing entity, or virtual fields that are calculated from other fields in the data-
view.  However, in this case, all the fields in the data-view relate directly to the fields of the same 
name on the Issue entity. 

·  The eagle-eyed amongst you will have noticed that there are 7 fields on the page, but only 5 on the 
backing view!  The other two fields come from the data-view associations. 
 
From the LogDV data-view, there is an association to the PersonDV.  This association has an 
external-name of "Logged By" - which becomes the label on the page - the "required" attribute set 
true, and the style set to 'dropdown'.  This association is therefore rendered as a drop-down list of all 
the people's names (from the underlying entity of the person) in the tasteful purple colour to indicate 
that this field is required.  If we try to log an issue without entering a person, we get a "You must 
enter a value for Logged By" error message. 
 
Similarly, the LogDV has an association to the ApplicationDV - this turns into the 'Application' drop-
down. 

·  There is an association labelled 'Log' back to the same page.  This turns into the button to save the 
form and then navigate back to the same page.  Underlying the page is an implementation class called 
'Log', and the method for the button is called 'saveit' which contains the user-written code to 
implement the specific data-handling for the event.   



Meta-Programming for the Real World 

Copyright (c) 2004 New Technology/enterprise Ltd  1st November 2004 Page 13 of 23 

 

Notice the 'uid' comment at the start of the method.  The UID value is created by the design tool (it 
turns out that all UML design tools we have encountered create this sort of value) and attached to the 
association that indicates the Log event.  When the system is regenerated, the UID is used to locate 
the method and rewrite the signature; the body is preserved - it is the 'property' of the application 
programmer.   

The numbers show the various 'owners' of this code: 

1. The LogAction class, which the Log class derives from, is the 'property' of the meta-
programmer.  It must deal with the underlying presentation system - Struts in this case - and 
do various jobs like pass current objects around in the session, validate values and handle 
error cases, retrieve values from entities and cast them into the style for this page - values in a 
dropdown list for example.  Typically, infrastructure classes such as this are larger but more 
regular than the handwritten code. 

2. The headers of the Log class and the 'saveit' method, and the comment on the saveit method, 
are under the control of the designer.  The 'saveit' and 'LogDV' names and the requirements 
expressed in the comment come from the model: if they change, the header will change.   
 
[Life is slightly more complicated than that: the naming convention (e.g. 'Info' is the suffix to 
indicate a Data Transfer Object) is an aspect that gets merged in here too.  However, in reality 
naming conventions don't get changed every 5 minutes, so for most design iterations this is 
correct.] 

3. The business logic is the responsibility of the application programmer.  The code must 
implement the requirements expressed in the comment, and then return a redirection for the 
page navigation by returning a new page name (e.g. 'error'), if appropriate; otherwise, the null 
value is returned and the flow expressed by the designer via the association is preserved. 

·  The 'Log' class extends the LogAction, which has the Struts Action class.  The LogAction class is the 
'property' of the meta-programmer; he can rewrite it as long as he makes the Log class consistent too.  
The application programmer shouldn't need to bother about what is in the LogAction class, for two 
very good reasons: (a) it is not his property, so he shouldn't make dependencies on it; and (b) the one 
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implementation class can be used in different builds.  What he is dependent on is the classes that 
implement the data-views, which are seen here in their 'ValueObject' (aka 'Info') guise.  To save the 
Issue information, the application programmer uses the 'DataViewSessionRD' - this is a remote 
delegate generated by the infrastructure for a session bean that does the CRUD methods for data 
views, eventually writing through to the underlying entity. 
 
A final point on this code.  I had never looked at it before this trip - clearly there is a pattern here.  
Time to automate that too!  This is the process we have used to gradually increase the percentage of 
code we generate: whenever we automate one level of processing, we see 'cognitive' patterns in what 
is left and write JeeWiz patterns to automate that too. 

·  The LogAction class shows the range of code that is incorporate by the meta-program, including 
interfacing to Struts, picking up the required actions on input, navigating to the next page, creating the 
backing information, retrieving related records for populating the drop-downs (or in other cases, 
constructing lookups). 

 

I would like to emphasise that we only used logical specification items in the model in Rational Rose - a point 
that many have trouble grasping.  If we don't put physical attributes into the model, where do they come from?  
They come mostly from the templates, which have a standard range of physical properties mapped from the 
logical properties.  The other option is that we either simulate a needed physical property - for example, some 
versions of JBoss do not create auto-incrementing keys, so we simulate those in JeeWiz - or we leave them 
out.   

Hopefully I have demonstrated how the logical model items get reflected in the user interface, and in a way 
that is understandable to business analysts.  The code to make this work, including all the coordination of 
operations in other tiers, is all generated: there are typically two 'holes' for plugging in specific business logic: 
in the events on a page; and to do the work on service operations.  As we have shown, standard data 
maintenance operations can also be generated, reducing further the amount of hand-coding required. 

This example took two days to model and three days to code. 

I personally had never looked at the hand-written code before coming on this trip: it is fairly obvious that there 
is a pattern lurking here.  This is a common sequence that happens in JeeWiz development now, particularly 
for code behind UI events: we build a system, look at the remaining code and then start to see further patterns 
to increase the level of automation.  Looking at the complexity of the handwritten code here, it will take 
another 1-2 man-weeks to automate these sorts of routines. 
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The full issues system has 6 entities, 12 data-views and 12 UI pages and required 500 lines (9 files) of 
handwritten code compared with 388 artefacts - files that would otherwise have had to been written by hand.  
Overall, 98% by number of the artefacts were automatically created by JeeWiz, or 99.5% by volume.   

Is this believable?  Well, have a look at the J2EE code on the Web site - we'll post it shortly.  Another way of 
looking at this is that there are a limited number of ways of presenting and storing information; in JeeWiz, we 
have taken that vocabulary and used it in our logical specifications; from there, it seems reasonable that we 
can produce the code automatically.  The 'transform' (group of patterns) to do this is non-trivial: it has taken a 
couple of man-years just to write these patterns for J2EE. 

 

That's the end of the demonstrations.  Now we'll switch to trying to explain a couple of the novel features 
behind JeeWiz.  These aren't all the features of JeeWiz by any means - more like JeeWiz 101 and 102.   
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In the same way that classes in models tell us what sorts of data we can have in the real system, meta-classes 
tell us what sort of concepts we can have in a given model or specification.   

We saw previously that our modelling vocabulary had the notions of pages, data-views and entities.  These are 
the central meta-classes at the various tiers.  In fact there are hundreds of meta-classes available in JeeWiz. 

Meta-classes inherit, in the same way the classes in an OO language inherit.  This allows us to gradually build 
up the complexity of each concept according to the environment being targeted.  For example, the inheritance 
chain of various entities is: 

·  A class C inherits properties from interface I;   

·  The business object BO is an enhancement of the class C, by allowing attributes to be exposed to 
users (e.g. persisted attributes on entities) 

·  The entity E is the passive/persistent variant of the business object BO 

·  And finally we can have EJB entities, or JDO entities, either being fronted by a session bean, which 
are variants of the entity E.  

Inheritance between meta-classes is a standard feature of most meta-modelling environments - so this isn't 
new. 

 

What is new in JeeWiz is that specifically groups meta-classes into meta-models.  When meta-models have 
meta-classes in their respective meta-models that have an inheritance relationship, we say the 'meta-models 
inherit'.  So the business object meta-model inherits from the Java meta-model and the J2EE meta-model 
inherits from the business object meta-model. 
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In other words, standard practice today is to use one meta-model to define the models for a domain, in JeeWiz 
we break that down into logical layers.  There is of course some overhead in doing this, mostly in the minds of 
the meta-model builders.  However, the payback is that we can take groups of concepts in smaller chunks.  

 

The left-hand side of this diagram gives a more accurate recording of the meta-model stack used in generating 
the J2EE examples.  The additions are: 

·  the base meta-model, which has common features  
·  the screen layer, which defines the page and event concepts (amongst others) 
·  J2EE, which has a realisation of the general concepts defined in the business object (bizobject) and 

screen meta-models for a general J2EE environment  
·  the WebLogic8 meta-model specialises this with a few templates (actually, only has a few files, 

inheriting most of its functionality from the WebLogic7 meta-model, but let's ignore that for now...) 
·  finally, the Look meta-model gives the particular layout, controls and pictures to present the pages. 

Now we come to another dimension.  Normally the term 'meta-models' defines the range of the model/ 
specification as embodied in the meta-classes.  In JeeWiz, we also apply it to all the other features required 
during system generation - naming conventions, default configuration defined by a model, patterns and 
templates.  This is why we have used the term 'meta-model+' in this slide: it means the meta-model's meta-
classes plus all the other features for generation. 

This is why we have drawn the meta-models as a back-bone: because it attaches the various pieces as well as 
the core meta-model.  In insects and humans, the idea of use a general repeating structure - segments in 
insects, areas governed by the backbone in vertebrates - to express surprising specialisation.  So it neatly 
captures the two concepts: a repeatable building block, coupled with functional specialisation at each layer. 

The repeatable building block is an important feature.  It means that as more powerful concepts are 
discovered, it is easy to add them into this structure: in this way we can gradually build up to concepts 
business users understand. 
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In the same way that method and fields on Java classes of a base class are added to by O-O inheritance, the 
other features of the JeeWiz meta-models are added to as well.  This is implemented because names, templates 
and patterns are searched for throughout the whole stack.  We also implement the concept of overriding, by 
searching for features from the 'top' down (i.e. most specialised first) - again, just like O-O languages. 

 

Another benefit of layering the meta-models is that we can swap equivalent layers; in other words, equivalent 
meta-models are pluggable.  In this stack showing the .NET meta-model stack, we have swapped 

·  C# for Java 
·  .NET for J2EE 
·  nothing for WebLogic (because the .NET rendering assumes the IIS web server. 

However, we have reused four of the levels: this turns out to be very beneficial because those four levels 
represent a significant investment.   

To the right on the slide are some of the variant technologies we have implemented at each layer, in black 
type, and in grey type some of the obvious alternatives. 

When JeeWiz reads in a specification, it creates run-time Java objects using the classes in the meta-models.  
By changing the meta-models, we effectively change the code behind those Java objects, which naturally 
affects their behaviour.  This may seem odd: constructing a Java object that is different 'in the middle' - in the 
C#/Java and .NET/J2EE areas, but the same elsewhere - but the effect is the same as having factory classes, 
that can create different behaviours at run-time depending on the configuration used for a class.  As the meta-
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classes can incorporate variant code and even different internal structures, JeeWiz models show specification 
polymorphism: the same specification can load different classes with different behaviour for the same model, 
depending on the configuration. 

JeeWiz also promotes rendering polymorphism: the 'renderings' (patterns and templates) that produce the 
generated artefacts can of course change - an 'entity' will have different renderings on .NET and J2EE. 

There are other benefits of this structure - I'll come back to them after we've examined another important 
feature. 

 

To emphasise that the JeeWiz meta-model approach can be used in other areas, here is a pair of meta-model 
stacks we used in developing a web services system for a customer.  The first step was to transform the Web 
Service specification into JeeWiz format.  To do that, we build a meta-model of XML Schema, WSDL and the 
customer specific Web Services bind data; this used the standard base meta-model.   

Then, to generate the Java-XML boundary to plug into the customer infrastructure, we had another stack.  
This reused the existing business object, Java and base meta-models: these covered the templates to create 
Java classes and patterns for building data-views.  Then we built two new meta-models - these had no new 
meta-classes, but they had renderings for the basic company standards, and a layer for this specific service 
boundary with the XML-to-Java mapping. 

__________________________________________________ 

 

A philosophical footnote: at this conference Microsoft is talking a lot about DSLs (domain-specific languages) 
and software factories, and how they are more appropriate to the real world than UML.  With JeeWiz, what 
we have actually done in Rational Rose is construct a few DSLs - for screen presentation and navigation, for 
logical data, and for physical data.  The domain vocabulary was constructed using the UML profile 
mechanism of stereotypes and tagged values.  In a sense therefore, the meta-model stack unifies the basic 
UML level (from the class diagram) with business object stereotypes (entity, session) and DSLs. 

But, the above structure also shows how JeeWiz provides the framework for construction of complex domains 
using organised modules.  This will make DSLs more potent and increase the percentage of code that can 
automatically be generated. 

In other words, JeeWiz is a tool for building highly automated software factories, that can use models, or 
DSLs, (or XML specifications edited with vi or notepad) and be relatively easily adapted to the specifics of 
customer environments. 
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Now we move onto the second major facet of JeeWiz that makes it possible to implement complex transforms 
from specification to systems, namely 'patterns'.  When we use the term 'pattern' in JeeWiz we use it more in 
the informal sense ('I can see a pattern') than the sense of a 'design pattern'.  However, it also has a very 
specific meaning in JeeWiz: a pattern produces more specification.  This is in the "as-simple-as-possible" 
XML format that JeeWiz: this means that this form of expression is as concise as it can be.  The added 
specification is fed back in and read as though it had been in the original model. 

We contrast patterns with templates, which produces an artifact.  Templates and patterns are collectively 
referred to as renderings, and they use exactly the same underlying technology - Velocity scripting with a 
range of JeeWiz enhancements. 

 

There are a number of broad types of patterns. 

·  Fix-up patterns, like the one shown on this slide, allow us to make slight modifications to an object 
before we do any more processing that would use this object.  In this case, this is a pattern on an entity 
and is saying: "if there are no primary keys on the entity, add an attribute onto the entity named 'oid', 
generate it as an auto-incrementing key with the type Integer."  This allows us to fix up an entity to 
guarantee that it has a primary key, which is useful in RAD contexts.  Later on, when we move to a 
full spec and a real database, the primary key will probably be specified using information from the 
database manager. 
 
As indicated by the note, code for methods or classes can be added into patterns.  This is a crucial 
point: it allows us to join up related objects and add standardised functionality automatically - by 
meta-programming. 
 
In JeeWiz, we also develop the code for our patterns to support C# and Java - all it takes is to use a 
Velocity variable to access library classes and methods.  This is not required of course - you can put 
whatever code you want in the patterns - but C# and Java are so close that it seems a shame not to. 
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·  Coordination patterns - ensure the interaction and consistency of related objects in a specification. 

·  Generation patterns: these are the patterns most like design patterns, when one object may spawn 
helpers, interfaces, proxies, delegates, factories and so on related to it at the same 'level' of the 
specification (i.e. class creates class, typically).  To re-emphasise, with JeeWiz you normally don't just 
generate the models for these objects; you generate the code that expresses the relationship between 
the objects too. 

·  Finally, there are cross-tier patterns, as shown in the next slides. 

In summary, JeeWiz patterns have a wide range, handling tiny details to large-scale architectural 
requirements. 

 

This shows the way the CRUD data maintenance pages are generated via cross-tier patterns. 

First, the entities, attributes and relations are converted into the corresponding data-views and their fields and 
relationships.  This is a pattern that 'fires' on the entity.  The pseudo-code for this is along the lines of: 

 <dat a- v i ew          name=" $Dat aVi ewName"  
                     i ni t i al - ent i t y=" $name"  

                          . . .  / > 

This creates a data-view, its fields and relationships. 

Patterns fire in multiple stages, recursively.  So, now we have a data-view (logical data), we can generate the 
maintenance session automatically to maintain that data-view.  We do this with a pattern that fires on the data-
view. 

Finally, given a session and its methods and logical data, we can generate the pages to present the operations 
and collect the data automatically. 

_________________________________________________ 

Even when we are getting close the metal - we know we are generating classes for Java only, for example - we 
still tend to use a pattern to create the class rather than do the rendering, even if it is slightly longer in terms of 
lines of specification.  The main reason for doing this is the class renderings have logic for hooking up to the 
logging and tracing features, plus some logic for handling imports in a smart way.  It is better to share this 
than spread the logic around. 
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We talk about patterns 'firing' - a bit like events on a monitored resource or messages in a windowing system.  
This hints at the way JeeWiz is responsible for the overall coordination of the patterns: it is a framework, and 
based on the names and positions of certain files, patterns fire, templates run and so on.  Like a windowing 
system, it is also recursive: the creation of a second-order object (e.g. a data-view created by an entity pattern 
firing) naturally needs to be rendered and that may itself involve patterns firing.  Recursion therefore makes 
the whole thing easier to manage: patterns can be considered in isolation, but joined at generate-time. 

So the converse of this is that we do not allow manual fix-up of the patterns: if a customer engineer wants a 
pattern to operate differently, he or she will have to write an override pattern.  In official MDA, our logical 
model is called a PIM (platform-independent model), and the next stage on is a PSM (platform-specific 
model).  We don't support this in JeeWiz for all sorts of reasons: 

·  there are over 7000 patterns fired in the Issues system demonstrated in number 3 (I know because I 
did a traced build to count them during my dinner on Monday night, and it took a long time!).  This 
expands the specification typically by a factor of 25 when the maintenance pattern is used in a J2EE 
environment.  It is too much to expect a modeler to change one instance of a pattern firing out of all 
that lot 

·  changing a PIM destroys architectural control over the final system 

·  the PIM/PSM split envisaged a 'waterfall' of transformations from a high-level model in graded 
stages down to code.  In reality life is more complicated than that: sometimes we want patterns to 
generate 'lower-level' model objects, sometimes objects in the same-level model, and as we've seen 
sometimes we want to generate objects at a higher level 

·  I suspect the real reason for the PIM/PSM approach was because the tools of the day couldn't handle 
anything better.  But if, with JeeWiz, you can create all related objects, with the code included, 
automatically - why wouldn't you want to do that. 

It is very important that patterns can create the code where appropriate for classes and methods: this allows 
whole new tiers to be automatically generated ready-to-roll - the application programmer shouldn't have to 
touch a generated tier, so all the interaction code from the new tier back to the old tier must be generated too.  
In the higher layers of JeeWiz, when we include code, we usually use a little Java / C# feature of JeeWiz, so 
that the same pattern can generate different levels of code. 

Finally, patterns in JeeWiz are inherently polymorphic, to the same extent that specifications and renderings 
are polymorphic.  In other words, the person writing the patterns for the entity does not need to concern 
himself with which platform he is writing for when he creates the 'data-view' above: that is the responsibility 
of the rendering of the data-view.  Similarly, if a data-view pattern creates various classes, rendering those 
classes is the responsibility of the renderings at the Java/C# layer.  Furthermore, whether the objects created 
by a pattern themselves fire more patterns is not the concern of the original pattern writer: he or she is 
insulated from that. 
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I can see the next presenter lurking anxiously at the back - time to wrap up. 

So, in summary JeeWiz is 

·  Universal.  It can work in any modelling approach or domain, up to high-level DSLs.  It also 
transforms complex design models much more effectively than simple XSL-T. 

·  Uniquely powerful.  Its higher-level patterns can encode the programmer's job even in complex 
multi-tier environments, producing high 90%'s of generated artefacts in a system 

·  Agile.  It can work with a RAD approach all the way to full specification (and then maintenance, 
although I haven't show that today), without throwing away work. 

·  Modular.  It is possible to "wrap" technologies or local conventions, with small or large variations, in 
an organised modular environment. 

What's the catch?  Simply that meta-programming for the real world - meeting all these goals - is hard.  Even 
using all the features of JeeWiz that increase reusability, the construction of meta-programs is hard work.  In 
fact, just like normal programming for the real world. 

 


